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Research Interests
Thanks to:

• Information Access (since 2005)
Structured/Unstructured data (SIGIR12), Entity Types (ISWC13, WSemJ16)
Entity Recognition (WWW14, CSUR), Prepositions (CIKM14), Entity Cards (SIGIR19)
Eval (ECIR16 BestP, CIKM17, SIGIR18, CIKM19, WWW22, TOIS23, ICTIR23 BestP, ECIR26)

• Human-AI Systems (since 2012)
Entity Linking (WWW12,VLDBJ), CrowdQ (CIDR13), Learnersourcing (LAK21,LAK22,JCAL)
LLM (COLING25, CHI25), Misinfo (ECIR20 Best SP, SIGIR20, CIKM20, IP&M, ICWSM24)
Decision making (CHB-R25 , HBET26), Critical Thinking (IP&M25)

• Better Crowdsourcing Platforms (since 2013)
Platforms (WWW15, CSCWJ18, CACM25), Experiments (CSCW21), Pricing (HCOMP14)
Task Allocation (WWW13, WWW16, COR), Workers (CHI15, CSCW20 Hon. Mention)
Metadata (IP&M), Attacks (HCOMP18 Best P, JAIR), Time (HCOMP16)
Modus Operandi (UBICOMP17, HT19, WSDM20, TOIS24), Complexity (HCOMP16)               
Abandonment (WSDM19, TKDE, ACM TSC)

• Data Bias and Better Data (since 2018)
Gender (SIGIR18,ACIS24,WWW25), Management (CACM24), SES (WebSci22,ICWSM25)
Impact on ML (CIKM22), Political (WWW25, ICWSM26, TIST), Difficulty (ACL26)
Noise (WWW19, ICWSM25), Data Workers (SIGIR20, TOIS, TKDE, WWW23)
Know. Graphs (ISWC19), Unknown Unknowns (ECAI20, HCOMP21), Behaviors (CIKM20)
Fairness (CIKM22, SIGIR23, FAccT24, KDD24, TMLR), Active Learning (AAAI24)



The Problem – Bias in AI



Persona-prompted LLMs and political bias

- Annotation diversity using persona prompting (WOAH workshop at ACL 2025)

- Politically biased LLMs doing hate speech detection (TheWebConf 2025, ACM TIST)

- Political advertising and persuasion (ICWSM 2026)

- Bias management (CACM, January 2024)

Humans Using AI – The risks of biased LLMs

- Helping humans spot bias (visualizing bias for better bias annotations) (IP&M)

- Helping criminal investigators solve murder cases (COLING 2025)

- LLM agents that complete tasks for us (CHI 2025)

- A spectrum of human-AI collaboration (CACM, April 2024)

- Understanding LLM Task difficulty for routing (ACL 2026)
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LLM impersonation generates more diverse annotations

Leon Fröhling, Gianluca Demartini, Dennis Assenmacher. Personas with Attitudes: Controlling LLMs for Diverse Data 

Annotation. In: The 9th Workshop on Online Abuse and Harms (WOAH) at the 63rd Annual Meeting of the Association for 
Computational Linguistics (ACL 2025). Vienna, Austria, August 2025.

Toxic content annotations 



- We make LLMs answer the Political Compass Test

- We then make them impersonate 200,000 personas and answer the PCT again

- This shows how we can measure and control the political bias of LLMs.

- It also highlights embedded stereotypes like: “A business developer trying to bring new 

investments to the region, regardless of environmental cost” being authoritarian right

Persona-based LLMs

Pietro Bernardelle, Leon Fröhling, Stefano Civelli, Riccardo Lunardi, Kevin Roitero, and Gianluca Demartini. Mapping and 

Influencing the Political Ideology of Large Language Models using Synthetic Personas. In: The 2025 ACM Web Conference



Harmful content moderation with biased LLMs

Stefano Civelli, Pietro Bernardelle, Nardiena A. Pratama, and 

Gianluca Demartini. Ideology-Based LLMs for Content 

Moderation. In: ACM Transactions on Intelligent Systems and 

Technology (TIST). 2026.

Hate speech detection rates by target category and persona position 



Propagandistic strategies in political communication

Elyas Meguellati, Stefano Civelli, Pietro Bernardelle, Shazia Sadiq, Irwin King, and Gianluca Demartini. Towards Detecting Persuasion on Social 

Media: From Model Development to Insights on Persuasion Strategies. In: 20th International AAAI Conference on Web and Social Media 

(ICWSM 2026). Los Angeles, California, June 2026.



~30,000 advertisement campaigns on Facebook and Instagram

Political Social Media Ads during
the 2022 Australian federal election campaign

Stefano Civelli, Pietro Bernardelle, Frank Mols, and Gianluca 

Demartini. Political Advertising on Facebook During the 2022 Australian 

Federal Election: A Social Identity Perspective. In: 20th International AAAI 

Conference on Web and Social Media (ICWSM 2026). Los Angeles, 

California, USA, June 2026.



Micro-targeting vs carpet bombing (endless repetition)

Ad campaigns over time



Ad targeting and content



https://stefano-civelli.github.io/facebook_ads_react/

Use of Persuasion
in the 2022 Australian federal election campaign



Bias Management, not bias removal

Employing an explicit and not transparent bias removal intervention might be potentially harmful to the user

Demartini, Roitero, Mizzaro. “Data Bias Management”, in Communications of the ACM, Vol. 67, No. 1, Jan 2024



Persona-prompted LLMs and political bias

- Annotation diversity using persona prompting (WOAH workshop at ACL 2025)

- Politically biased LLMs doing hate speech detection (TheWebConf 2025, ACM TIST)

- Political advertising and persuasion (ICWSM 2026)

- Bias management (CACM, January 2024)

Humans Using AI – The risks of biased LLMs

- Helping humans spot bias (visualizing bias for better bias annotations) (IP&M)

- Helping criminal investigators solve murder cases (COLING 2025)

- LLM agents that complete tasks for us (CHI 2025)

- A spectrum of human-AI collaboration (CACM, April 2024)

- Understanding LLM Task difficulty for routing (ACL 2026)
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Marking biased texts effectively increases media 

bias awareness

Testing the role of AI-generated bias labels in 

training people to spot bias

Implications for designing bias indicators

Helping humans to spot bias

Timo Spinde, Fei Wu, Wolfgang Gaissmaier, Gianluca Demartini, and Helge Giese. Enhancing Media Literacy: The 

Effectiveness of (Human) Annotations and Bias Visualizations on Bias Detection. In: Information Processing & 
Management (IPM), Elsevier, June 2025.



RAG for criminal investigation – fabricated information

Mads Skipanes, Tollef Emil Jørgensen, Kyle Porter, Gianluca Demartini, and Sule Yildirim Yayilgan. Enhancing Criminal 

Investigation Analysis with Summarization and Memory-based Retrieval-Augmented Generation: A Comprehensive 
Evaluation of Real Case Data. In: The 31st International Conference on Computational Linguistics (COLING 2025). Abu 
Dhabi, January 2025.



Trust in AI Agent

Gaole He, Gianluca Demartini, and Ujwal Gadiraju. Plan-Then-Execute: An Empirical Study of User Trust and Team 

Performance When Using LLM Agents As A Daily Assistant. In: ACM CHI 2025 Conference on Human Factors in 
Computing Systems (CHI 2025). Yokohama, Japan, April 2025.

Agents as daily assistants 
Tasks with different levels of risk
AI agents used in a plan-then-execute manner 

A double-edged sword
(1) they can work well with a high-quality plan 
and unnecessary user involvement
(2) users can easily inappropriately trust the AI 
agents with plans that seem plausible 



Bias in LLMs?
The role of Humans

Guglielmo Faggioli, Laura Dietz, Charles Clarke, Gianluca Demartini, Matthias Hagen, Claudia Hauff, Noriko Kando, Evangelos 

Kanoulas, Martin Potthast, Benno Stein, and Henning Wachsmuth. Who determines what is relevant? Humans or AI? 
Why not both! In: Communications of the ACM (CACM). April 2024.

Humans used to annotate data

LLMs can replace humans in data annotation tasks

Microsoft Bing now uses GPT-4 for relevance judgments!

“Who is better?”

versus

“How can they work together?”



A way to manage bias is to decide which LLM to send a prompt to and get an answer from

- For example, you have 200k politically biased LLMs

This may allow users to:

- Pick the most appropriate LLM given their bias

- Save money by using cheaper LLMs for simpler questions and powerful LLMs for complex 

questions

Routing prompts to one LLM among several options



To perform routing we need to be able to estimate the 

complexity of a question.

We use internal layers and linear probes to estimate the 

difficulty of questions given to an LLM.

Middle layers give us the best estimation.

Estimating the difficulty of a prompt

Stefano Civelli, Pietro Bernardelle, Nicolò Brunello, and Gianluca 

Demartini. A Shared Geometry of Difficulty in Multilingual Language 
Models. In: The 64th Annual Meeting of the Association for 
Computational Linguistics (ACL 2026). San Diego, California, July 2026.



Training and testing difficulty probes across languages works well.

Estimating the difficulty of a prompt



Use the best internal linear probe to estimate the difficulty of a question / quality of the answer 

and information about model costs (e.g., price per token) to improve cost/quality results.

Next steps – work in progress

The pooled multilingual router reaches 

86% expected success, matching the 

anchor baseline, while reducing 

expected generation cost by 27%.



• LLMs carry human bias, but are used in decision making

• How do we make humans aware of existing bias?

• How do we make humans and LLM work together effectively?

Lessons learned and what to do

• Increasing transparency, (e.g., track and profile 

data bias across AI pipelines)

• Select and diversify the sources of data (i.e., 

diverse human annotators, LLMs)

• Routing to different LLMs

• Bias management instead of bias removal

d-lab.github.io

linkedin.com/in/gianlucademartini

demartini@acm.org



Visit us in Brisbane, Australia!

2 or 3 months visits for PhD students to work on a joint paper

Funding info and application instructions: https://d-lab.github.io/visiting/

Since 2023, we hosted 15+ PhD students based in 8 countries

(CH, NL, DE, DK, NO, BE, CN, IT); Example outputs:

Visiting PhD Students Scheme

Mads Skipanes, Tollef Emil Jørgensen, Kyle Porter, Gianluca Demartini, and Sule Yildirim Yayilgan. Enhancing Criminal 

Investigation Analysis with Summarization and Memory-based Retrieval-Augmented Generation: A Comprehensive 
Evaluation of Real Case Data. In: The 31st International Conference on Computational Linguistics (COLING 2025).

Gaole He, Gianluca Demartini, and Ujwal Gadiraju. Plan-Then-Execute: An Empirical Study of User Trust and Team 

Performance When Using LLM Agents As A Daily Assistant. In: ACM CHI 2025 Conference on Human Factors in 
Computing Systems (CHI 2025). Yokohama, Japan, April 2025.

https://d-lab.github.io/visiting/
https://d-lab.github.io/visiting/
https://d-lab.github.io/visiting/
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